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Summary 
AI is changing the journalism industry, and its influence will continue to grow. AI can help 
journalists automate repetitive tasks (e.g., transcriptions or summarization), leaving them more 
time to focus on in-depth analysis, fact-checking and nuanced reporting. AI can also aid in 
research, data analysis and journalism production.  

As AI becomes more integrated into journalism, understanding its ethical implications is crucial. 
Generative AI, a subset of AI that creates text, images, audio or video, has begun to intersect 
with journalism in Canada, influencing everything from news production to audience 
engagement. Ethical frameworks are needed to guide the industry in balancing AI’s benefits with 
its risks. 

AI should be treated as a tool that complements journalistic judgment — never as a 
replacement for it. The integration of AI in our newsrooms highlights the importance of 
fact-checking, editorial oversight and building audience trust. Overall, newsrooms must focus on 
real-life interactions and transparency in their AI use. 

This document will suggest ways to apply AI ethically to further journalism’s interests both 
editorially and in business development. It is intended to serve as a starting point for Canadian 
newsrooms to develop their own guidelines on the ethical use of AI. Given the evolving nature 
of AI, newsrooms should approach these guidelines as dynamic and adaptable over time. And 
the ethics advisory committee will endeavour to update this document on a faster cadence than 
some of our other guidance, to account for the rapidly evolving nature of this technology. 

Key definitions 
●​ AI (Artificial Intelligence): Refers to systems that mimic human intelligence to perform 

tasks, such as data analysis, pattern recognition and language processing. 
●​ Generative AI: AI capable of producing new content based on patterns from vast 

datasets. Examples include chatbots, image generators and voice-mimicking tools. 
●​ Deepfakes: AI-generated media that alters or creates realistic images, audio or video to 

mimic someone’s appearance or voice without their consent, often used in deceptive 
contexts. 
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Ethical pillars 
●​ Transparency: Be clear about where and how AI is used. 
●​ Privacy: Be aware of how personal information is collected, used, shared and stored on 

external platforms. 
●​ Security: Ensure data handled by AI is securely managed and does not lead to 

breaches or misuse. 
●​ Humanity: Preserve human oversight and judgment in AI-driven processes to uphold 

the integrity and empathy central to journalism. 
●​ Accountability: Ensure information generated by AI adheres to strict editorial 

standards.  

Key considerations for newsrooms 
1.​ Principles first: While guidelines are useful, it is more important for newsrooms to first 

define their core principles regarding AI use. These principles should prioritize human 
accountability, transparency and the integration of ethical standards into the technology 
itself. Before adopting AI tools, newsrooms must clarify their values — whether AI is 
intended to increase efficiency, expand audiences or improve editorial quality, for 
example — and consider the responsibilities that accompany these decisions. 

2.​ Guidelines are fluid: AI is rapidly changing. Ethical guidelines must be regularly 
updated to remain relevant, and newsrooms should ensure that humans are ultimately 
accountable for the outputs produced by AI tools.  

3.​ Human oversight: While AI can streamline many processes, it is essential to ensure 
strong governance and accountability. Data scientist and journalist Nikita Roy suggests a 
layered approach:​
 

○​ Human-in-the-loop: Journalists directly review or edit AI outputs. 
○​ Human-on-the-loop: Humans monitor semi-autonomous systems (like 

automated story pipelines) and intervene when needed with checkpoints in the 
system. 

○​ Human oversight and governance: Editorial leadership defines standards, 
audits systems, and maintains accountability for outcomes. 

The intent is to ensure human editorial authority governs all AI systems through built-in 
transparency, review points, and clear accountability structures. 

4.​ Continuous quality control: Whether using locally hosted models or free AI tools 
available online, newsrooms must continuously evaluate potentially harmful outputs. This 
includes data privacy violations and harmful content such as hate speech, incitement or 
glorification of violence. It’s important to carry out bias testing of any AI tools authorized 
for use in a newsroom, especially if these tools are used to create public-facing content. 
An AI oversight team can assign red teamers with specific expertise; for example, beat 
reporters or cybersecurity experts, to systematically probe for and document problematic 
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content. They can assess each vulnerability, rate its severity and recommend mitigation 
measures. 

5.​ Room for failure: Experimenting with AI should be encouraged, and journalists should 
feel comfortable discussing their AI use internally. Overcoming the stigma around AI use 
is crucial, so journalists should disclose AI use to editors and colleagues, not just the 
audience. 

6.​ Training for journalists: AI training needs to be part of journalism training, and should 
be an ongoing effort as technology evolves. Journalists need to understand the 
capabilities and limitations of AI tools and learn how to use them ethically, whether it’s in 
editing, reporting or journalism production. 

Existing ethics principles applied to AI 
Accuracy, fairness, transparency and accountability are essential to ethical journalism. Here’s 
how they map to AI use: 

●​ Accuracy: AI can introduce errors, and it’s the responsibility of the human in the loop to 
detect and correct them. Newsrooms must establish clear standards for error tolerance 
and maintain human oversight to verify and contextualize AI-generated content. 

●​ Fairness: AI systems often rely on datasets that may reflect societal biases. Newsrooms 
must work to prevent AI from perpetuating inequities and ensure tools do not negatively 
affect marginalized communities.  

●​ Transparency:  Newsrooms should be transparent about the use of AI in their 
processes — whether for research, journalism production or editing. While being 
transparent is important, newsrooms should also keep in mind how labelling might 
contribute to or undermine audience trust. For example, newsrooms may decide to 
disclose their AI use as part of guidelines published on their website, as opposed to 
separate labels or explanatory notes for each article. The goal is not just to label content 
as AI-generated, but to help the audience understand how and why AI was used, and 
where human oversight came into play. 

●​ Accountability: It’s important to set up strong governance structures, to ensure ethical 
intent is backed up with action. It may be helpful to name an AI editor or someone who is 
accountable for a newsroom’s AI systems. An internal AI-use register and periodic audits 
would also be helpful mechanisms to ensure accountability.  

AI-specific scenarios 
While traditional ethics guidelines apply to AI, new challenges arise: 

●​ Errors in AI-generated content: Generative AI tools like chatbots or text generators 
can create summaries, transcriptions or entire articles, but what level of error is 
acceptable? Newsrooms must define error tolerance and ensure human oversight in 
these processes. Given that not every use of AI carries the same risk (e.g. a 
transcription tool may not need the same scrutiny as a chatbot trained on newsroom 
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archives), a tiered approach may help a newsroom ensure there is oversight where it 
matters most. 

●​ Deepfakes: The rise of sophisticated deepfakes poses a growing threat to the credibility 
of news. Newsrooms need robust guidelines to address the manipulation risks these 
technologies present, particularly during high-stakes events like elections. Journalists 
should be trained to detect deepfakes and report on them responsibly, while avoiding 
amplification of misinformation and disinformation. Reporting should clearly outline the 
origins behind deepfakes, and avoid linking directly to the manipulated content to 
prevent unintentional spread. Consider adopting Content Credentials from the Coalition 
for Content Provenance and Authenticity (C2PA) to establish the provenance and 
authenticity of your own content, and to evaluate content you may want to use.  

●​ Outlet-specific chatbots: Several news organizations have introduced AI-powered 
chatbots trained on their original content to answer readers’ questions. While these tools 
offer a novel way for audiences to access information from trusted outlets, concerns 
around data privacy and accuracy remain. Chatbots must clearly communicate their 
capabilities, limitations and data usage practices to users. Newsrooms should uphold 
ethical standards outlined in this document when training and maintaining these 
chatbots. 

●​ Data privacy and governance: News organizations must vet third-party tools for how 
they handle data, including where they store information, how long it is stored for and 
whether data is used for training their models. This is especially important for analyzing 
data sets that could include personal information. Journalists must avoid sharing 
confidential sources, embargoed documents and unpublished materials with AI tools. 
Consider reviewing PIPEDA and Quebec’s Law 25 to better understand your data 
privacy responsibilities. Some points to keep in mind: 

○​ Canada’s privacy laws allow private sector organizations to transfer personal 
information outside the country for processing, including through cloud services. 
However, organizations must assess the sensitivity of the data and the risks 
involved, especially since information stored abroad is subject to foreign laws and 
may be accessed by courts or authorities in other jurisdictions. 

○​ Organizations are fully accountable for personal information they collect, even 
when it is shared with third-party tools.  

○​ Protect data against “function creep” by ensuring third-party tools do not use it for 
other purposes, such as training their models, without explicit consent. 

○​ Before using any third-party AI tool, organizations need to check how it handles 
personal data and make sure it follows privacy laws. Contracts or safeguards 
should be in place to protect customer information. If the tool’s data practices 
don’t feel right, don’t use it — push back or find a better option. 

●​ Environmental impact: Newsrooms should factor environmental impact into decisions 
about which AI tools they adopt, particularly when considering large proprietary models 
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that rely heavily on cloud computing. Where possible, news organizations are 
encouraged to explore open-source and locally hosted models. These options are often 
more energy-efficient, offer stronger privacy protections and are easier to operate 
sustainably. Smaller models can typically run on existing newsroom hardware, reducing 
reliance on energy-intensive data centres and high compute power. 

●​ Provenance: Platforms themselves have ethical pitfalls, and journalists must remain 
critical of AI tools themselves. These include where the training data comes from (often 
proprietary, non-transparent sources) and potential conflicts between profit motives and 
public interest. 

Business of journalism 
Newsrooms may feel pressure to enlist AI to increase the production of content to be monetized 
beyond what human staff can create. This can put one on the road to AI slop – that is, content 
generated to game search engines or social media engagement – or even pink-slime 
journalism, which poses as news to mislead readers. It’s important for news organizations to 
align their business models in such a way that ethical behaviour is incentivized. 

AI can help create targeted subscription offers, data-driven marketing campaigns, or grant 
applications, for example. When designing or using such tools, it’s important to lean on the 
ethical pillars outlined above – respecting privacy and the security of personal information, 
employing transparency where warranted, and keeping humans in the loop. News organizations 
must balance revenue generation with public trust, ensuring their AI practices align with their 
core values. 

Useful resources 
●​ Nikita Roy, who was consulted in the creation of these guardrails 
●​ The Guardian's AI Principles 
●​ Poynter’s AI in Journalism Guide 
●​ Radio-Canada’s Ethical Guidelines on AI 
●​ Trusting News’ Trust Kit on AI 
●​ The Globe and Mail’s FAQ on editorial use of AI and 2025 update 

This framework provides a foundation for Canadian newsrooms to develop their own AI ethics 
guardrails. As technology evolves, newsrooms must regularly reassess and refine these 
principles to maintain the integrity of journalism in the age of AI. 
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